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BAYESIAN DATA ANALYSIS IN THE PHONETIC SCIENCES: A TUTORIAL 
INTRODUCTION 

 
Shravan Vasishth, Bruno Nicenboim, Mary E. Beckman, Fangfang Li, Eun Jong Kong (2018) 
 
Objectives: To give an overview of how to implement Bayesian data analysis in Phonetic 
Sciences, and to argue why Bayesian data analysis has more advantages than some traditional 
ways of analyzing data such as mixed effects models. 

Introduction 

• Multilevel or hierarchical linear models—have become a standard tool, perhaps the 
standard tool for analyzing repeated measures data. 

• But - Bayesian data analysis has become available as an alternative, because of four 
main advantages:  
 

1. Flexibility  
2. Quantifying our uncertainty about the magnitude of an effect 
3. We can incorporate prior knowledge or beliefs in the model 
4. Bayesian linear mixed models will always converge 

 

Brief intro to Bayesian 

• Authors provide us with the entire dataset. 

• LME4 - lmer(VOT ~ gender + (1 | subject) + (gender | item), dat = datE_stops). 

• In Bayesian linear mixed models, there are also parameters; but these are not of 
primary interest in studies such as this example which address questions only about 
group effects rather than about patterns of differences across individuals or across 
items. What is of interest are priors. 
 

Priors 

Priors express beliefs about the plausible values of the parameters; these beliefs can be based 
on expert or domain knowledge, or could be based on already-available data. The authors 
selected the following: 

 
1. β0 ~ Normal(0,200) => the grand mean VOT distribution, with 0 as the mean, and 

200 as the standard deviation 
 

2. β1 ~ Normal(0,50) => the gender parameter distribution; the parameter is believed to 
lie between -100 and +100 ms with probability 95%. 
 

3. σe ~ Normal+(0,100) => the standard deviation of error distribution 

 

Commented [D1]: While it is possible to fit the previous function 
with brms without the specifications described below, this would 
make use of default priors, which may not be adequate for every 
data-set. 

Commented [D2]: This prior assumes quite a wide range of 
possible values; it could easily be much more constrained;  
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4. σu0 ~ Normal+(0,100) => the sd of the intercepts for subjects distribution 
 

5. σw0, σw1 ~ Normal+(0,100) => the sd of the intercept and slope for items distribution, 

respectively 
 

6. ρw1 ~ LKJ(2) => the correlation parameter based on the LKJ-correlation prior; it 

assumes that extreme values (+/- 1) are highly unlikely, which is why we most often 
use what is called: regularizing, weakly informative priors.  

 
Example code for defining priors in R:  

library(brms) 
 

priors <- c(set_prior("normal(0, 200)", class ="Intercept"), 
set_prior("normal(0, 50)", class = "b", coef = "gender"), 
set_prior("normal(0, 100)", class ="sd"), 
set_prior("normal(0, 100)", class ="sigma"), 
set_prior("lkj(2)", class = "cor")) 
 

Specifying the mixed models in brms 

 
m1M <- brm(formula = VOT ~ gender + (1 | subject) + (gender | item), 

data = datM_stops, family = gaussian(), 
prior = priors, 
iter = 2000,  
chains = 4,  
control = list(adapt_delta = 0.99)) 

Research Questions 

1. Does VOT in the long-lag stops (aspirated stops in Mandarin and voiceless 
stops in English) differ by gender in each language? 

2. Is VOT in the long-lag stops predicted by speaker’s typical vowel duration (as a proxy 
for speech rate)? 

3. Are there cross-linguistic differences between English and Mandarin for questions 1 
and 2? 

 
 
 
 
 
 

Commented [D3]: Can we employ the binomial family? 
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Question 1 

 

 
Figure 1. Subjects ordered within gender by mean long-lag VOT 

 

Results  

• The figures show the posterior distributions overlaid with 95% credible intervals: these 
are the range over which we can be 95% certain that the true values of the parameter 
lie, given these particular data and the model. 
 

o Frequentist models refer to intervals that would contain the unknown mean 
value if the experiment were hypothetically repeated multiple times. Thus, a 
single confidence interval technically does not tell us about the uncertainty about 
our estimate of the parameter. 
https://link.springer.com/article/10.3758/s13423-015-0947-8 
 

• In lme4, a correlation estimate suggests that there is insufficient data to estimate this 
parameter, and a simpler model without the correlation parameter should be fit. 
 

Interpreting the posterior fit 

The results of LME would indicate that gender has a ‘significant effect’ on the Mandarin VOT 
but not on English VOT. However, the results of the Bayesian data analysis would show that 
there is some evidence for the effect of gender on VOT in the two languages. 
 
The most useful information we can obtain from a Bayesian model is the posterior distribution 
of the parameter of interest - gender. However, if necessary, one can use this posterior to carry 
out hypothesis testing using Bayes factors 
 

Commented [D4]: Like all posterior distributions in a Bayesian 
analysis, this is a compromise (analogous to a weighted mean) between 
the prior and the data: when data are sparse, the prior will dominate in 
determining the posterior, but when there are sufficient data points, the 
data will largely determine the posterior and lead to estimates similar to 
lme4’s. Notice, for example, that the correlation’s posterior distribution 
is widely spread out between -1 and +1; the estimate is near zero but it 
has very high uncertainty. This wide distribution of the correlation is 
due to the regularizing effect of the LKJ(2) specification. Note that with 
brms, we have succeeded in estimating the posterior distribution of the 
parameter in the sense that we will not have a convergence failure. 

https://link.springer.com/article/10.3758/s13423-015-0947-8
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Bayes Factor Hypothesis testing 

• The Bayes factor is the ratio of the likelihoods of the two models under comparison. 
To receive the Bayes Factor, we would compare the two models below, in order to 
determine the magnitude of the gender effect. 

 
## m1M: more complex model 
VOT ~ 1 + gender + (1 | subject) + (1 + gender | item) 
## m0M: simpler model 
VOT ~ 1 + (1 | subject) + (1 + gender | item) 
The code in R after having built the models: BF10 <- bayes_factor(m1M, m0M). 
 

• A convention followed in Bayesian statistics (Jeffreys, 1939) is that a Bayes factor value 
of 10–30 would constitute strong evidence in favor of the more complex model, and 
smaller values, say 3–10, constitute weaker evidence. Values close to one indicate no 
meaningful evidence for one model or the other. Values below 0.10 would favor the 
simpler model and therefore the null hypothesis. 

• When computing Bayes factors, it is generally a good idea to check the sensitivity of the 
Bayes factor to the prior for the parameter we are interested in testing. This is because 
the Bayes factor can change depending on the choice of the prior, even in cases where 
the posterior is not (or barely) affected by the change in prior. 

• One should report Bayes factors under several different priors, including informative 
ones. 

 

Convergence of the model 

Population-Level Effects: Estimate  Est.Error  l-95%CI   u-95%CI Eff.Sample Rhat Intercept 
    82.00         4.12       74.08      90.30             391      1.00 
Gender    6.49        6.07       - 5.42      18.50     562      1.01 
 
Apart from Rhat values and the number of effective samples, another indication of successful 
convergence is that, when the chains are plotted, they overlap.  
 

Assessing model fit, sensitivity analysis, and model comparison 

1. Posterior predictive checks - the observed data are plotted alongside the predicted data 
generated by the model. If the predicted and observed data have similar distributions, 
we can conclude that the model has a reasonable fit. 
 

2. A better approach for evaluating the predictive performance of a model may be to test 
the model’s predictions against new data, or against held out subsets of data. For 
example, leave-one-out, LOO, cross-validation. in LOO, we leave one data point out 
and fit the model, and then predict the held-out data-point. The distance between the 
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predicted and observed data can then be used to quantify the relative predictive error 
when comparing competing models. 

 

Question 2  

• The greater width of the Bayesian credible intervals arises due to the uncertainty added 
by the measurement error terms on the independent and dependent variables; 
differently put, without measurement error included, the frequentist confidence 
intervals reflect overconfidence about the estimates. 

• These results could mean that mean vowel duration is not a good measure of speech 
rate (which might yet have an effect on VOT). Another possibility is that the effect is 
very small, and that we do not have enough data to draw any conclusions. 

Question 3 

• We see some evidence for gender (mean 11 ms, 95% credible interval 3, 18); and some 
weak evidence for vowel duration affecting VOT (mean 4 ms, 95% credible interval 0, 
8). All other effects have wide uncertainty and have means not far from 0. 

 

Discussion Questions 

• Can we use Bayesian data analysis with categorical data without transforming it into 
continuous data? 
 

• How exactly is Bayesian data analysis different from mixed effects models or GEE? For 
example, all these types produce the estimates of parameters, and all these types of 
analysis may compare the models (AIC and QIC, even BIC) determining which model 
is a better fit for the data. So, apart from using the credibility index instead of the 
confidence interval, and the Bayes factor instead of the p-values, where is the essential 
difference?  
 

• Priors can largely affect the outcome only if there are fewer data points. If there is a 
‘sufficient number’ of data points, priors have little effect. Does this mean that we could 
use LME4 if we gather enough data? 
 

• Bayesian data analysis includes priors and provides estimates of the parameters in 
question based on the priors and the observed data. There have been many studies 
exploring VOT across populations. Yet, if a researcher wants to investigate a topic in a 
novel manner, that is, if a researcher’s study does not ‘stem from’ some previous 
research (e.g. the research question hasn’t been asked or the specific part of the topic 
has not been explored), what kind of priors should one include? 

Commented [D5]: In our models, we will take the measurement 
errors of the 
mean VOT and mean vowel duration estimates into account. 
Thus, if the VOT and vowel duration estimated for one participant 
pant i is VOTi and vduri , we can also record the standard errors of 
these estimates, and take that uncertainty into account in our 
model. 


